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Abstract— Autonomous drone control is an area of active 
research with multiple applications. With renewed interest 
in reinforcement learning, and specially deep reinforcement      
learning sine the last few years, effort is now being put into      
investigating the potential of training agents that can 
control autopilots for UAVs and provide better control 
strategies. In this paper, we study some of the recent work 
that has been done in the field and compare different 
approaches. 
 

Keywords—reinforcement learning, autonomous drone 
control, machine learning 

I. INTRODUCTION 

Autonomous control of drones (ACD) has many 
pragmatic uses and applications. These applications 
vary over multiple disciplines ranging from military to 
commercial, and             autonomous drones are bound 
to be ubiquitous in the coming future. Such drones are 
usually operated with a mission in mind. However, 
ADC is a dynamic control problem with many variables 
to account for, to ensure proper operation and a 
successful mission. Tasks required for the operation of 
such control systems can therefore be divided into two 
“loops”  tasks that come under outer loop and tasks that 
fall under inner loops. Inner loop tasks are called 
frequently, as frequently as 100 times in a second. With 
respect to the operation of the drone, these tasks could 
be analysis of input sensor data,    rotation of propellor, 
battery consumption etc. These tasks are absolutely 
essential for the drone to be active and are at the lowest 
level of abstraction. Outer loop tasks are abstractions of 
inner loops tasks. They can be infrequent and are not 
essential for the operation of the system. With respect to 
the drone    control system, outer loop can include tasks 
that involve waypoint navigation, maintaining 
connection with ground station etc. Autopilot systems 
which is used for Unmanned Aerial Vehicles (UAVs) are 
mainly composed of two loops, one inner loop which is 
used for aircraft stabilisation and control, and the other 
one named outer loop used to provide mission level 
objectives. 

With the growing popularity of machine learning 
and    reinforcement learning, many such approaches 
have been used in UAVs, specially for the inner control 
tasks. This is has shifted the burden of operation of the 
drone from the explicit rules defined by the 
programmer, to the agent figuring out the process and 
the steps by itself. The controller thus trained is robust 
and learns the micro-actions that can not be explicitly 
defined in any programming language. 

There are many novel approaches that have been 
described as of writing this paper which have had 
varying degrees of success in training a controller for 
stable and autonomous flight. In this paper, we discuss, 

examine and summarize a few of such approaches. 

II. BACKGROUND 

 

Artificial neural networks are extensively used for 
developing intelligent flight control systems [5]. Neural 
Networks are particularly powerful tools, because of 
their capabilities as universal function approximators. It 
is also very cheap to evaluate neural networks due to 
their       approximated representations. 

When used as function approximators in 
reinforcement learning techniques, we see some truly 
wonderful and encouraging results. So far, value based 
reinforcement learning techniques have been used for 
robotics and complex task that require  human  level  
control,  such  as  video  games  [11].Autonomous 
drone control is one such problem. 

Reinforcement learning (RL) is a subset of machine      
learning techniques that deals with only how the 
software agents are taking actions in some 
environment, where objective is to maximize some 
cumulative maximum reward. The environment is 
formulated as a Markov Decision Process (MDP), 
therefore theoretically, one could use dynamic 
programming techniques can be utilized to solve 
reinforcement learning problems. However, this 
approach is only well-suited for trivial problems. As 
the scope and complexity of the problems increase, 
such as for ACD or [11], it becomes non-pragmatic to 
use dynamic programming, since to use dynamic 
programming techniques. 

Another key difference between reinforcement 
learning techniques and dynamic programming 
techniques is that      dynamic programming aims at 
exact mathematical modeling of the environment, 
whereas RL works with the estimates or approximate 
model of the environment, and RL techniques still 
work with error that creeps in during the modeling of 
the environment. This makes RL more robust for 
practical problems where the calculating the exact 
model, specially when the environment is dynamic and 
constantly changing in response to the agent's actions 
and other external factors. However, dynamic 
programming model is still the gold-class standard, and 
all RL techniques are an attempt of achieving a “close 
enough" approximate of the model that works for the 
problem at hand using exponentially lesscomputation. 

One of the classical schools of machine learning is that 
of supervised machine learning. It may be valuable to 
point out the distinction between supervised machine 
learning and     reinforcement learning here. The 
input/output pairs need not be presented in 
reinforcement learning, unlike in supervisedlearning. 
Sub-optimal actions are not explicitly corrected, since 
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an initially sub-optimal action may lead to an optimal 
policy if allowed to mature over time. Unlike supervised 
learning, in reinforcement learning, the agent can 
influence the input/output pair by interacting with the 
environment. Hence, for the same input, the output may 
change as the policy be- comes moremature. 

Any reinforcement learning problem while 
considered as MDP, can be described using a 4-tuple 
(S, A ,Pa, Ra) where 

• S is a finite set ofstates, 

• A isafinitesetofactionsthatcanbetakenin agiven 

state. Alternatively, As can be used to describe a 

finite set of actions that can be taken in a given 

state. 

• Pa(s, s ′) = Pr(st+1 = s ′| st = s, at = a) is the 
probability of landinginstate in the next time 
step, when in state and executing action. 

• Ra(s,s′) is the immediate reward (or the expected 
immediate reward) that is received when a an 

agent transitions from state   to state by 
executing action. 

 

The objective is to determine a policy function π (s) 

that inputs a state and outputs an action that is executed 

by the agent. Policies themselves can be deterministic 

or stochastic. In case of stochastic policies, π (s) returns 

a vector with          probabilities of all the actions that 

can be taken by the agent in state. Alternatively, π (a | 

s) can represent the probability of taking action instate 

s. 

The agent must choose a policy to maximize a 

cumulative function of random rewards, typically the 

expected discounted sum over a potentially infinite 

horizon: 

𝐸𝑥[∑ 𝛾𝑡𝑅𝑎𝑡(𝑠𝑡, 𝑠𝑡 + 1)],∞
𝑡=0  Whereat=π(st), 

i.e. the actions chosen by the policy on the basis of the 

current state. is the discount factor that is responsible 

for the long-term thinking of the agent, where setting 

closer to 1will allow the agent to give more weight to 

states that are still in the distant future, whereas setting 

it closer to 0, will cause the agent to think short term 

and focus more on the present and immediate future. 

The value function measures the goodness of a 

state or how rewarding a state or an action is by 

predicting a future reward. Since maintaining an 

updated value function can be tricky for complex 
problems, we use function approximators, such as 

neural networks to find and easily update the value 

function over the course of training. One way of 

learning a policy is to learn the approximate optimal 

value function and then act greedily using the learned 

value function. Dynamic Programming methods, Monte 

Carlo methods, TD-learning and Q learning are all 

examples of this approach. 

Another approach, and a more direct one, is to 

learn the policy itself. Policy gradient methods aim at 

learning the policy directly with respect to a 
parameterised function, with parameter. The policy is, 

therefore, represented as π (a | s ;θ). Examples of Policy 

Gradients methods include REINFORCE, Actor-Critic 

methods, TRPO, DDPG, PPO etc. 

There are two parameters in policy gradient 
methods named as “critic” and “actor”. “Critic” is the 
value function estimator while the “actor” is the policy 
that contains the best actions to take. The critic is also 
known as a component which reduces the variance and 
bootstraps the evaluation of the current policy. Hence 
the overall learning is more stable than pure policy 
gradientmethods. 

Policy gradient methods rely on a stochastic 
gradient as- cent algorithm to maximize some measure 
of performance that is a function of θ .Often, an 
advantage estimator of the form 

�̂�(st,at)=Q(st,at)−�̂�(st,at) 
is used to curb the variance of these methods. The 
gradient estimator for these methods is obtained by 
differentiating the objective function which generally 
takes, or can be reduced to the following form 

LPG(θ ) = Ê[logπθ
(at | st )At̂

 ] 

Where Ê refers to the empirical estimate over the samples 
generated by the policy at different levels of training. 
 

III. SUMMARISATION OF TECHNIQUES 

 

A. Controlling Quadrotor using Reinforcement Learning 
In [1], authors Hwangbo, Sa, Siegwart and 

Hunter demonstrate a new learning algorithm that is a 
deterministic on-policy method for achieving dynamic 
motion of the drone, such as dynamic stabilisation of 
drone from an upside down position. The algorithm 
utilises small number of high quality samples to learn 
from. This simplifies the computational complexity of the 
neural network, freeing up resources that can be then 
utilised for other critical tasks. The authors note that this 
doing so makes this technique a solid candidate for 
running in simulations, in which network related 
computations outweigh the calculations of the system 
dynamics.  

This approach used a natural gradient descent 
which is built on deterministic policy optimization [6]. 
The decision to choose deterministic policy optimization 
was made to ensure low variance of the value/advantage 
estimates, simplification of the policy gradient and curb 
unpredictable and poor performance of the quadcopter. 
However, deterministic policy optimizations are not as 
good at exploring previously unvisited states as stochastic 
policies. To overcome this problem, the authors used the 
exploration strategy used in [7][8]. The episode 
trajectories are divided into divided into three categories 
one named as initial trajectories other junction trajectories 
and last one is branch trajectories (Figure 1). The two 
trajectories are off-policy generated with an additive 
Gaussian noise named as initial and branch trajectories 
with covariance∑ . 

The value function V(s |η)is used to estimate the 

tail costs of the trajectories where η is the value of the 

function parameter vector and s is the state vector 
supplied to the function. The algorithm uses more 
evaluations in longer branch trajectories for every 
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iteration, but it decreases the estimate’s bias. Adequate 
lengths for the trajectories have to be found for noisy 
systems, or we can draw on a general advantage 
estimation method [8]. 

 

 
 

Figure 1: Exploration Strategy 
 
The value function is trained using Monte-Carlo samples 
obtained from on-policy trajectories using Huber loss.  

To optimise the policy natural gradient descent is 
used. The optimization step is described as follows: 

𝐴𝜋(𝑆𝑖 , 𝑎𝑖
𝑓) = 𝑟𝑖

𝑓
+ 𝛾𝜈𝑖+1

𝑓
− 𝜈𝑖

𝑝
 

 

�̅�(𝜃) = ∑(𝐴𝜋(𝑆𝑘 , 𝜋(𝑠𝑘|𝜃))

𝐾

𝑘=0

 

𝜃𝑗+1⃪𝜃𝑗 − 𝛼/𝐾(∑ 𝑛𝑘)

𝐾

𝑘=0

 

𝑠. 𝑡. (𝛼𝑛𝑘)𝑇𝐷𝜃𝜃(𝛼𝑛𝑘) < 𝛿 , ∀ 𝑘 
 
In above equations, i is used for time index, k for junction 
index, and j for iteration index. While D is the squared 

Mahalanobis distance and Dθθ is the Hessian w.r.t to θ. 

And also𝑛𝑘is per-sample natural gradient defined as a 
vector that satisfies𝐷𝜃𝜃𝑛𝑘 = 𝑔𝑘. On-policy transitions are 
denoted with superscript p and off-policy transitions are 
denoted with superscript f. Lis an approximation of from 
samples which are sampled from the distribution𝑑𝜋(𝑠). 𝑔𝑘 

is approximated as 𝐴𝑘
𝜋(𝑎𝑘

𝑓
− 𝑎𝑘

𝑝
)/ ||(𝑎𝑘

𝑓
− 𝑎𝑘

𝑝
)||

2

.This is 

done to reduce the complexity of the calculation of the 
trust region. Calculating the Hessian can be 
computationally expensive. The following algebraic tricks 
are used to over-come this problem: 
 

𝐻𝜃𝜃
+ = (𝐽𝑇𝐷𝑎𝑎𝐽)+ = (𝐽𝑇𝐿𝑎𝑎𝐿𝑎𝑎

𝑇 𝐽)+ = (𝐿𝑎𝑎
𝑇 𝐽)+((𝐿𝑎𝑎

𝑇 𝐽)+)𝑇 

= 𝑉 ∑ 𝑈𝑇𝑈 ∑ 𝑉𝑇
+

𝜈

+

𝜈
= 𝑉(∑ )

+

𝜈

2

𝑉𝑇  

 

Where Laa is a Cholesky factor of Daa. Thin Singular 

Value Decomposition (SVD),𝐿𝑎𝑎
𝑇 𝐽 = 𝑉 ∑𝑣𝑈𝑇 , is used to 

simplify the computation. The full algorithm is 
summarized as follows: 

1. Initialize parameters of 𝑉(𝑠|𝜂) and 𝜋(𝑠|𝜃) 

2. while j = 1, 2, 3 … until (a predefined criteria 
is satisfied) do  

3. Exploration strategy is applied to accumulate 
data. 

4. Compute MC estimate of  

𝑣𝑖 = ∑ γt−i

𝑇−1

𝑡=𝑖

rt
p

+ γT−i𝑉(𝑠𝑡|𝜂) 

5. Modify 𝑉(𝑠|𝜂)fornvs times using Huber loss 

6. Modify 𝜋(𝑠|𝜃) once using natural gradient    
      descent and junction pairsas in Equation 2 
7. end while 

 
B. Intelligent Control of a Quadrotor with Proximal 
Policy Optimization Reinforcement Learning 

 
In this paper, the authors Lopes, Ferreira, Simões and 
Colombini describe a method of using the Principal 
Policy Optimization algorithm as described in [9]. In 
RL, there is a possibility that dynamic model that we 
learned is on       differentiable, making it infeasible to 
calculate the gradient of the objective function as 
described in Section II. There was a need for sample 
efficient methods that can increase reward 
monotonically, thus the PPO and TRPO [8] algorithms 
were devised. 
 In these algorithms, we use a surrogate objective 
function in place of the conventional objective function. 
For PPO, give the likelihood  

ratior(𝜃) =
πθ (at,st)

πθold( at,st)
, the new objective function  can 

be written as below 
 

LCLIP(θ) = Ê[min(r(θ)At̂, clip(r(θ, 1 − ϵ, 1 + ϵ))] 

 
where ϵ is a hyper parameter whose value can be 
generally set to 0.2. 
The algorithm is used to train a stochastic policy. Unlike 
[1], here the authors only train using a simulated 
environment, but assure us that the learned policy can be 
easily transferred over to a real drone with a similar 
configuration as the simulated drone. The authors of [2] 
cite [1] as a reference and state that the training process is 
similar to the one described in [1]. 

 The experiments were carried out in a simulated 
environment created by V-REP simulator [12].  

The control policy network (actor) and the 
baseline policy network (critic) were reused from [1], due 
to the fact that the network model was known to 
converge. The model from [1] was also reused as the 
policy network, and also as the critic network, barring one 
difference that it had only one output for the estimated 
value function. 

The episode length was set to 250 ts. The batch 

size was set to 1024 episodes. The discount factor γ = 
0.99, while the learning rate α = 10−3and the likelihood 

ratio clipping was set to 0.2. 
The reward signal used is as follows: 

𝑟𝑡 (ext, 𝑒𝑦𝑡 , 𝑒𝑧𝑡) = a − √𝑒𝑥𝑡
2 + 𝑒𝑦𝑡

2 + 𝑒𝑧𝑡
2  

 

Where ext , 𝑒𝑦𝑡 , 𝑒𝑧𝑡 are known as the position errors 

between the quadrotor's position and target position in the 
global position frame and a constant used to ensure that a 
reward is earned by quadrotor if it flying inside a limited 
region and that 𝑟𝑡is always positive.During the policy. 
execution, it was noted that the policy performed poorly 
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upto 20,000 episodes, but it finally started to learn rather 
quickly, and the policy was considered converged at 
30,000 episodes. For further research, the authors 
considered training using a stochastic policy, and then 
switching to a deterministic policy with a fixed target and 
finally a deterministic policy with a moving target. If we 
are using stochastic policy to train the quadrotor than  It 
was found that using a stochastic policy is not desirable, 
specially for fixed point hovering, due to the addition of 
noise. In Figure 2(a), red square indicates the fixed 
references and blue line gives the application of the 
learned stochastic policy. It demonstrates the irregular 
movement of quadrotor around the set point. This effect is 
caused by non-zero variance of the continuous probability 
distribution of actions. Figure 2(b) demonstrates the 
activity of the moving target which is given by orange 
reference line. Also, various positions in space can be 
generalized using the learned policy, it still possess a high 
variance. However, this can be overcome by the use of 
mean of the distributions over its actions. 
 

 
 
 

Figure 2(a) & 2(b): Tracking of the simulated quadrotor subject to the 
trained stochastic policy in three dimensions.  

The variance term from the policy was removed to 
Change from a stochastic policy to a deterministic one. 
An immediate improvement was seen (Figure 3). In 
Figure 3, the ground truth position is given by Orange 
Square the demonstration clearly indicates the closeness 
of the drone to the reference point which is increasing as 
the experiment progresses.  

 
 

 
Figure 3: Trajectory followed by the quadrotor to reach the desired fixed 
position (reference - the orange square represented as Ground Truth 
Position) in three dimensions  

This test shows the importance of the learned policy 
which was used to stabilize the drone around reference 
point. It was also discovered that no additional 
exploration strategy was required for the quad- copter, if 
the stochastic policy is used during the training phase. 

For the moving target scenario (Figure 4), the 
target followed a sinusoidal trajectory, while the agent 
learned a deterministic policy. The agent learned to 
conquer this scenario as well, when no the moving target 
scenario was not considered during the training phase. 
 
 

 
 

Figure 4: Drone trajectory (blue) vs Reference trajectory (orange) 

 

This paper presented us with a PPO implementation for 
dynamic control of a quadcopter and a reward function, 

which were able to bring down the time steps needed for 

convergence from billions, to millions. 

C. Reinforcement Learning for Autonomous UAV 

Navigation Using Function Approximation 

In this paper, authors Pham, La, Seifer and Nguyen 
discuss a UAV which learn to accomplish the task in an 
unknown environment and use Q-learning and a PID 
controller or each rotor, to navigate in an unknown 
environment. It is assumed that any time, the UAV can 
observe its state, i.e. its position. Here the 
environment is considered to be a finite set of spheres 
with equal radius, with their centers forming a grid. It 
is also assumed that the spheres for any unknown 
environment can be generated by UAV. The estate 
then becomes𝑠𝑘 = [𝑥𝑐 , 𝑦𝑐 , 𝑧𝑐] ∈ 𝑆, where 𝑥𝑐 , 𝑦𝑐 , 𝑧𝑐 are 

coordinates of the center at time-step. The UAV 

maintains the same altitude and therefore the environment 

can be visualized a 2D grid of circles.  

For every state, the UAV can take one of four 

actions: North, South, East, and West. After an action is 

chosen, the state of the UAV changes and becomes 𝑠𝑘+1 . 

The reward is defined as 

𝑟𝑘+1 = 𝑓(𝑥) = {
100, 𝑖𝑓 𝑠𝑘+1 ≡ 𝐺
−1,  𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒

 

 
We define real time position of the UAV at time t by 𝑝𝑡, 
with the following PID controller: 

𝑢(𝑡) = 𝐾𝑝𝑒(𝑡) + 𝐾𝑖 ∫ 𝑒(𝑡)𝑑𝑡 + 𝐾𝑑

𝑑𝑒

𝑑𝑡
 

The algorithm is described as follows        

Input: Learning parameters:  
Discount factor 𝛾 , learning rate 𝛼, number of episodes 

N. 
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Control parameters: Control gains,𝐾𝑝, 𝐾𝑖 , 𝐾𝑑  error 

radius d 

1. Initialize 𝑄0(𝑠, 𝑎)⃪0, ∀𝑠0 ∈ 𝑆, ∀𝑎0 ∈ 𝐴 

2. For episode =1:N do 

3. Measure initial state 𝑠0 

4. For k=0,1,2…do 

5.  Choose 𝑎𝑘from A using policy  

𝜋(𝑠) = {
a random action a, with probibilty ∈

𝑎 ∈ arg max 𝑄𝑘(𝑆𝑘 , 𝑎′), 𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒
 

6. Take action 𝑎𝑘 that leads to new state 𝑠𝑘+1 

7. For t=0,1,2…do 

8. Calculate u(t) 

 

9. Until ||𝑝(𝑡) − 𝑠𝑘+1|| < 𝑑 

10. Observe reward rk+1 

11. Update : 

 

𝑄𝑘+1(𝑠𝑘 . 𝑎𝑘) ← 1 − 𝛼𝑄𝑘(𝑠𝑘 . 𝑎𝑘) + 𝛼[𝑟𝑘+1

+ 𝛾 max 𝑄𝑘(𝑆𝑘+1, 𝑎′)]                   

12. until 𝑠𝑘+1 ≡ 𝐺 
 
The algorithm was used to train a quadcopter which 
learned to navigate a 5 by 5 board in about 100 steps.  

The algorithm was first trained in a simulated 
environment on MATLAB. A 5 × 5 board was set up and 
the agent was expected to maneuver the drone from (1, 1) 
position to the goal position of (5, 5) using the shortest 
route possible. The positive reward for reaching the goal 
position was set to be 100 and a penalty of -1 was 
provided for all other cases. The chosen learning rate was 
0.1 and the discount factor was set to 0.9.  

During the real world testing, the UAV’s PID’s 

proportional gain𝐾𝑝 = 0.8 the integral gain𝐾𝑖 = 0 and the 

derivative gain 𝐾𝑑 = 0.9. The agent was took episodes to 
find the optimal route to the goal position. It took 100 
steps to reach the goal position during the first episode 
and only 8 steps to reach the goal position in the 38th 

episode. 
 

D. A Deep Reinforcement Learning Strategy for UAV 
Autonomous Landing on a Moving Platform  

In this paper, the authors Ramos, Sampedro, Balve, de 
la Puente and Compoy use the Deep Discriminative 
Policy Gradient method of algorithms (DDPG) [10] to 
attempt the problem of landing a quadcopter drone on 
a moving platform. 
The state space for has been defined as, 
 

𝑆 = {𝑝𝑥 , 𝑝𝑦 , 𝑝𝑧 , 𝜈𝑥 , 𝜈𝑦 , 𝐶} 

 

Where the positions of UAV is defined by 𝑝𝑥 , 𝑝𝑦𝑎𝑛𝑑 𝑝𝑧  

with respect to the moving platform in x,y and z axes axis 

respectively at time t. The velocities of UAV are 

represented by 𝜈𝑥 , 𝜈𝑦  are the velocities of the UAV with 

respect to the moving platform in the x and y axes. The 

binary state of a pressure sensor located on the top of the 

horizontal surface of the MP is represented by C. The 

action space is defined as: 

𝐴 = {𝑎𝑥 , 𝑎𝑦} 

where 𝑎𝑥  𝑎𝑛𝑑 𝑎𝑦are the reference velocities that are fed 

to the velocity controller in x and y axis. We left the z 

axis reference velocities as a future work, due to the un-

charted nature of the problem and to simplify the 

presented problem. The resulting state are defined in 
continuous 6-dimensional and action spaces are in  

continuous 2-dimensional space. 

 
To reward smooth actions, the reward is defined as 

𝑟 = 𝑠ℎ𝑎𝑝𝑖𝑛𝑔𝑡 − 𝑠ℎ𝑎𝑝𝑖𝑛𝑔𝑡−1 

Where 𝑠ℎ𝑎𝑝𝑖𝑛𝑔𝑡is defined by 

𝑠ℎ𝑎𝑝𝑖𝑛𝑔𝑡 = −100 √(𝑝𝑥
2 + 𝑝𝑦

2 − 10√𝜈𝑥
2 + 𝜈𝑦

2

− √(𝑎𝑥
2 + 𝑎𝑦

2 + 10𝐶 (1 − |𝑎𝑥|)

+ 10𝐶(1 − |𝑎𝑦|) 

Shaping functions have been used because of the speed 

benefits they provide to during the training time. The 

neural network used for training purpose consists of  two 

hidden layers one is having 200 nodes and other is having 

only 100 nodes each. The activation function for the  

hidden layer is the Rectified Linear Unit (ReLU). The 

activation function for output layer is tanh function which 

is bounded to the range {- 1, 1}. The output layer of the 

critic network has one unit with a linear activation 

function. ADAM optimizer is used for training both actor 

and critic networks with a base learning rate of 10-3 for 

critic network and 10-4 for actor network. For every 

iteration, the UAV and the moving platform were 

initialized at a random position in the horizontal space. 

The training for agent was done for 4500 episodes, with a 

maximum of 900 steps per episode. The episode was 

considered as ended when the UAV landed on the 
platform or the number of time steps exceeded a certain 

preset amount. 

A simulated environment was created in Gazebo-

based simulator [13] for simulated training and testing. 

The autopilot was simulated for the training and testing 

purposes, and it provided the sensory information from 

the Inertial Measurement Unit (IMU), lidar and/or 

cameras. A simulated pressure sensor was also added to 

the simulator to inform the agent whether the UAV has 

properly landed or not. 

The authors were able to transfer this learned 
model from a simulated environment to a real-life UAV. 

To further validate the robustness of the learned agent, the 

network was tested out using two different scenarios - 

slow and fast. Slow scenario corresponds to a rectilinear 

periodic trajectory of the MP with a maximum of 0.4 m/s, 

whereas the fast scenario corresponds to a rectilinear 

periodic velocity of 1.2 m/s. The landing trial was 

considered successful whenever the UAV touched the 

surface of the moving platform within an area of 1.0m × 
1.0m. The authors note that the failure rate was due to the 

constant axis velocity, which caused the moving platform 

to move out of range of the quadcopter and thus the UAV 

was unable to recover the platform position. SR refers to 

the success rate 
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Table 1:  Matrices of Mean and standard deviation for landing trials over 

150 in two different simulated scenarios  

 

 

CONCLUSION 

In this survey, we discuss some of the modern attempts at 
solving the control problem of the drone using deep    

reinforcement learning. We study four cases  

1. A deterministic on-policy method for dynamic 

stabilisation of drone in an upside down position. 

2.    Principal Policy Optimization algorithm for landing       

      on a stationary/moving platform.  

3.    Q-learning and PID controller for moving a drone  

       from a starting position to a goal position.  

4.    Deep Deterministic Policy Gradient method for  

       landing a drone on a moving platform.  

We reach to the conclusion that modern policy gradient 

method outperform value function based methods such as 
Q-learning by a great measure, simply because of the 

robustness of the learned policy in continuous action 

space and the lesser time it takes for the policy to 

converge.  

We also find that PPO outperforms DDPG 

algorithm when it comes to attitude control, but it is 

resource heavy and needs more computation power. 

PPO’s objective function is also simpler to understand 

and easier to optimise than DDPG and other algorithms in 

the TRPO family. It is less shaky and much more stable 

than DDPG.  

It is still worth mentioning that PPO is an on-
policy algorithm while DDPG is an off-policy algorithm. 

So if an off-policy approach seems like a better option, 

then DDPG is a clear choice. 
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Scenario tland 

(s) 

x(m) 
y(m) 

SR 

(%) 

 
Fast 

 

17.76 ±  

 

1.52 

 

0.04 ± 0.42 

 

−0.11 ± 0.49 

 

73.3 

 
Slow 

 

13.5 ±  

 

1.56 

 

−0.01 ± 0.38 

 

0.06 ± 0.47 

 

90.6 
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